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About this Project

The California Health Care Foundation (CHCF) asked the Duke-Margolis Institute for Health 
Policy to conduct a legislative review of federal, California state, and other relevant state 
bills affecting AI uses in health care delivery.

The goals of this project are as follows: 

• First, to identify the key concerns of and proposed methods found within California bills

• Second, to evaluate those goals and proposals against other state and federal laws and 
regulations as well as existing research, identifying trade-offs and alternative methods 
for lawmakers to consider going forward.
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Methodology

• Using legal databases, online law trackers, and published articles, Duke-Margolis 
identified 41 California bills proposed through October 2025 that were either:

• specific to health care 

• likely to be applicable to some health AI tools

• related to foundation or frontier models that may be used in some AI health tools

• We reviewed the 41 bills to identify four key themes: 

• Governance and risk management frameworks 

• Disclosing the use of AI 

• Transparency

• Combatting bias  

• We narrowed our analysis to 26 California bills by removing bills that did not progress 
to the second chamber or that were unrelated to one of the four key themes.

• 13 were enacted.

• The oldest bill reviewed was introduced in 2016, but the majority were 
introduced from 2023 onward.

• 7 were specific to health care AI, and four of those were enacted.
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Overview of Federal & State Health AI Policy and Laws

• The current federal administration is emphasizing the importance of rapid innovation in the AI space, with a focus on 
reducing regulatory barriers and expanding AI use within agencies. 

• In response, the US Department of Health and Human Services (HHS) has promoted AI and digital health through 
new payment models and health data infrastructures, “moon-shot” project announcements, and the rollback of 
certain existing regulations.

• A December 2025 executive order, “Ensuring a National Policy Framework for Artificial Intelligence” (EO 14365), 
discourages enacting state laws around AI, although Congress is divided on recent proposed moratoriums on state laws. 

• All 50 states, Puerto Rico, the US Virgin Islands, and Washington, DC, introduced legislation on AI in 2025, with 38 states 
enacting laws (source: National Conference of State Legislatures).

• Most of these proposed or enacted laws are not specific to health care or clinical AI. Exceptions include requiring human 
oversight of insurance decisions and regulating mental health chatbots.

https://www.federalregister.gov/documents/2025/12/16/2025-23092/ensuring-a-national-policy-framework-for-artificial-intelligence
https://www.ncsl.org/technology-and-communication/artificial-intelligence-2025-legislation
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Legislative Landscape

• Of the 26 bills analyzed, nine focused at least in part on risk management
and governance. Four were enacted.

• In general, these bills required risk management but did not give a 
mandated or recommended method or framework.

• One (ultimately vetoed) exception was California SB 892, 2024 that 
would have regulated state agency procurement of automated 
decision systems (ADS). This bill ordered the California Department of 
Technology to devise procurement standards that would include a 
detailed risk management framework with “methods for appropriate 
risk controls, as provided, and adverse incident monitoring 
procedures.” 

• Risk Management: a structured approach for 

an entity to identify, assess, and address risks 
presented by a new product or workflow

• Risk Management Framework (RMF): a 
resource for the organizations designing, 
developing, deploying, or using AI systems to 

help manage the many risks presented by AI 
and promote the trustworthy and responsible 
development and use of AI systems (National 

Institute of Standards and Technology AI RMF 
1.0)

• Governance: the structures and processes by 
which an entity regulates, directs, and 
controls its operations

• Human in the Loop: A process by which a 
human reviews and makes final 

determinations on an AI tool’s outputs

Key Definitions

Governance & Risk Management Frameworks

https://leginfo.legislature.ca.gov/faces/billNavClient.xhtml?bill_id=202320240SB892
https://leginfo.legislature.ca.gov/faces/billNavClient.xhtml?bill_id=202320240SB892
https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-1.pdf
https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-1.pdf
https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-1.pdf
https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-1.pdf
https://nvlpubs.nist.gov/nistpubs/ai/NIST.AI.100-1.pdf
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• As AI is a rapidly evolving technology, risk management requirements more effectively manage AI-related risk and incentivize 
AI governance than prescriptive laws and regulations.

• Effective risk management requires governance processes to implement risk management plans.

• Risk management frameworks (RMFs) help manage the many risks of AI and promote trustworthy and responsible 
development and use of AI systems.

• RMFs can be updated as the technology changes and understanding improves.

• Laws can incentivize voluntary use of pre-identified, high-quality RMFs using safe harbors, which protect regulated entities 
from liabilities and penalties if they meet specified conditions.

• This gives clear methodologic direction and reduces risk for regulated entities with less experience or fewer resources, 
which could help to equalize the deployment of effective health AI tools across all health systems as well as reduce 
regulatory barriers for smaller developers.

• It also accommodates the use of alternative methods if regulated entities are willing to take on more risk.

• Focusing on risk management frameworks allows the legislature to avoid mandating specific risk mitigations, such as 
requiring a human to review and approve each decision (i.e., having a “human in the loop”), as alternatives and research on 
mitigation effectiveness continue to develop.

Considerations

Governance & Risk Management Frameworks
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The following state laws exemplify how other states have created safe harbors for developers and deployers of AI, giving them  
the option of using a consensus RMF or following a specific set of instructions for compliance to reduce liability and risk:

1. Texas HB 149, 2025 (enacted): This bill protects entities that substantively comply with nationally or internationally 
recognized RMFs from liabilities related to this law, while allowing entities to use alternative methods by forgoing that 
protection.

"...A defendant in an action under this section may not be found liable if... the defendant substantially complies with 
the most recent version of the "Artificial Intelligence Risk Management Framework: Generative Artificial Intelligence 
Profile" published by the National Institute of Standards and Technology or another nationally or internationally 
recognized risk management framework for artificial intelligence systems, an internal review process...”

State Legislative Examples

Governance & Risk Management Frameworks
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https://capitol.texas.gov/tlodocs/89R/billtext/html/HB00149F.HTM
https://capitol.texas.gov/tlodocs/89R/billtext/html/HB00149F.HTM
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2. Colorado SB24-205, 2024 (enacted): This bill gives a (rebuttable) presumption that developers and deployers used
reasonable care in compliance with the law if they completed certain activities. 

 “…The act requires a developer of a high-risk artificial intelligence system (high-risk system) to use reasonable care to 
protect consumers from any known or reasonably foreseeable risks of algorithmic discrimination in the high-risk system. 
There is a rebuttable presumption that a developer used reasonable care if the developer complied with specified 
provisions in the act, including:

• Making available to a deployer of the high-risk system a statement disclosing specified information about the 
high-risk system;

• Making available to a deployer of the high-risk system information and documentation necessary to complete an 
impact assessment of the high-risk system;

• Making a publicly available statement summarizing … how the developer manages any known or reasonably 
foreseeable risks of algorithmic discrimination that may arise …

… There is a rebuttable presumption that a deployer used reasonable care if the deployer complied with specified 
provisions in the act, including:

• Implementing a risk management policy and program for the high-risk system;

• Completing an impact assessment of the high-risk system;

• Annually reviewing the deployment of each high-risk system…”

State Legislative Examples (continued)

Governance & Risk Management Frameworks
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https://leg.colorado.gov/bills/sb24-205
https://leg.colorado.gov/bills/sb24-205
https://leg.colorado.gov/bills/sb24-205
https://leg.colorado.gov/bills/sb24-205
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Legislative Landscape

• Of the 26 bills analyzed, 13 included some type of disclosure requirement. 
Eight were enacted.

• Responsibility for disclosure was generally placed on the deployer of the 
tool.

• Many bills restricted disclosure to the following tools and functions:

• Chatbots or general bots

• Automated decision systems (ADS) for “consequential tasks,” 
including health-related decisions  

• Some bills focused on fully automated systems (e.g., chatbots), while others 
included systems that have a human in the loop (e.g., insurance decisions).

• Some bills directed at large, public foundation models required developers 
to add labels to generative outputs such that any individual could use a tool 
to identify AI-generated content.

• Disclosure: a notification to a user that they 

are interacting with an AI system or that an AI 
system is using a consumer’s data

• Developer: an entity that creates and 
maintains an AI tool

• Deployer: an entity that implements an AI 
tool

Key Definitions

Disclosing the Use of AI
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• Disclosure can be an important risk-mitigation and 
fairness tool, but policymakers need to consider 
how users may interpret the disclosure language 
and imagine a future in which AI is so integrated 
into workflows that most communications would 
warrant some type of disclosure.

• While fully automated communication is 
straightforward to identify as AI generated, it can 
be more difficult to convey AI’s contributions when 
a human is in the loop. 

Scenario Analysis: 

How should AI use be disclosed with a human in the loop?

Consider if it is appropriate for the same label to be used in these 
two common scenarios:

A. The human reviewer has carefully reviewed and extensively 
edited the message.

B. The human reviewer very quickly scanned the message and 
accepted it without edits.

Interpretation: 

Research is mixed on how different “AI-generated” labels on 
communication affects a user’s trust and reliance on the output. 
This relationship to trust is also likely to change over time.

Considerations

Disclosing the Use of AI

12
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• Policymakers need to account for “alert fatigue” — as more interactions include some sort of AI support, users will become 
desensitized or even blind to warnings. This will significantly reduce the effectiveness of disclosure as a risk-mitigation tactic. 

• Bills in which disclosure is focused on giving a consumer or patient the ability to appeal an AI-enabled decision should do the 
following: 

• Be clear about the type of AI that is affected by this bill to appropriately limit the scope of the requirement 

• Consider that consumers and patients may begin to use generative AI to facilitate appeals, increasing the frequency of 
appeals and making this requirement more burdensome on the deployer than originally anticipated

• Consider adding a requirement that the appeal decision be "explainable" or, at a minimum, disclose what factors were 
most impactful on the decision to help ensure the appeal is adjudicated using clear policy guidelines

Considerations (continued)

Disclosing the Use of AI
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1. California SB 243, Chapter 677, Statutes of 2025: This bill requires disclosure so the user knows they are speaking to a bot, 
both to remind the user that they are not interacting with a person and to prevent intentional fraud. 

"...An operator shall, for a user that the operator knows is a minor, do all of the following:
(1) Disclose to the user that the user is interacting with artificial intelligence.
(2) Provide by default a clear and conspicuous notification to the user at least every three hours for continuing 
companion chatbot interactions that reminds the user to take a break and that the companion chatbot is artificially 
generated and not human..."

2. California SB 892, 2024 (vetoed): This bill requires disclosure to ensure a user can opt out of the use of AI for the specified 
purpose or appeal the decision. 

"Requires the state agency or the ADS [automated decision system] vendor, or both, to provide notice to individuals that 
would likely be affected by the decisions or outcomes of the ADS, and information about how to appeal or opt out of ADS 
decisions or outcomes."

State Legislative Examples

Disclosing the Use of AI
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https://legiscan.com/CA/text/SB243/id/3092822
https://legiscan.com/CA/text/SB243/id/3092822
https://legiscan.com/CA/text/SB892/id/3020088
https://legiscan.com/CA/text/SB892/id/3020088
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3. California AB 3030, Chapter 848, Statutes of 2024: This bill requires disclosure as part of ensuring that the user has 
specific information on how to contact an appropriate human provider.

“(a) A health facility, clinic, physician's office, or office of a group practice that uses generative artificial intelligence to 
generate written or verbal patient communications pertaining to patient clinical information shall ensure that those 
communications include both of the following:
(1) A disclaimer that indicates to the patient that the communication was generated by generative artificial intelligence.
…
(2) Clear instructions describing how a patient may contact a human health care provider, employee of the health facility, 
clinic, physician's office, or office of a group provider, or other appropriate person.” 

State Legislative Examples (continued)

Disclosing the Use of AI
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https://legiscan.com/CA/text/AB3030/id/2965727
https://legiscan.com/CA/text/AB3030/id/2965727
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Legislative Landscape

• Of the 26 bills, seven of them included some type of transparency 
requirement. Three were enacted.

• Several bills referred to transparency as “impact assessments.”

• Standardized transparency information is sometimes referred to as a 
“model card” in the AI space.

• Transparency requirements differed in each bill, but common elements 
included: 

• Purpose of the tool and context for deployment 

• Summaries of provenance and content of data used to train the model

• Description of the user information used to produce a result

• Performance measures such as accuracy and reliability

• Risk assessments and implemented mitigation measures

• Several of the bills focused on general use generative AI or frontier models. 
These were included in the analysis because some AI health tools 
incorporate these models to increase functionality. This information may 
help health tool developers comply with transparency requirements.  

• Transparency: information about a specific 

AI tool that allows deployers, users, or other 
stakeholders to better understand and 
manage risk. This includes information such 

as the solution’s intended purpose, how it 
was trained and tested, and what data is used 
by the tool. 

Key Definitions

Transparency

16
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• Transparency is critical to ensuring that AI tools are trained and tested appropriately as well as deployed effectively and 
safely. But developers are concerned about compliance burden, trade secret disclosure, and information misuse.

• Policymakers should be able to explain how each piece of required information will specifically improve safety and enable 
responsible deployment.

• Information requirements should be examined for trade secrecy implications with consideration of how information 
could be misused by competitors.

• As an alternative to public disclosure, sensitive information could be provided confidentially to a trusted state or third-
party certifier.

• Disclosing a health tool’s data inputs helps users (and patients, if they are not the direct users) better understand the 
reliability of an individual result, based on their knowledge of what information is available and whether it is accurate.

• It can also help deployers assess overall risk due to any known systemic bias in that type of health data.

• One bill required transparency on the frequency of use of AI tools in insurance decisions rather than information on the tool 
itself. This information can inform future policymaking by improving understanding of AI’s changing landscape.

Considerations

Transparency

17
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1. Pennsylvania HB 1663, 2023 (inactive): This bill allowed certain information about the development and training of an AI 
tool to be disclosed to a state agency that would certify the information as acceptable, instead of disclosing it publicly. This 
was meant to protect sensitive information from competitors.

“…Section 3. Insurer requirements.
(a) Duty to disclose.--An insurer shall disclose to a health care provider, all covered persons and the general public if artificial 
intelligence-based algorithms are used, not used or will be used in the insurer's utilization review process. 
…
(b) Transparency.--An insurer shall submit the artificial intelligence-based algorithms and training data sets that are being 
used or will be used in the utilization review process to the department for transparency. The department shall implement a 
process that allows the department to certify that these artificial intelligence-based algorithms and training data sets have 
minimized the risk of bias based on the covered person’s race, color, religious creed, ancestry, age, sex, gender, national 
origin, handicap or disability and adhere to evidence-based clinical guidelines...”

State Legislative Examples

18
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https://www.palegis.us/legislation/bills/text/PDF/2023/0/HB1663/PN1965
https://www.palegis.us/legislation/bills/text/PDF/2023/0/HB1663/PN1965
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2. California AB 302 Chapter 800, Statutes of 2023 (enacted — specific to CA state agency AI use only): This bill requires all 
AI tools used by state agencies to disclose the personal data used as inputs in high-risk automated decision systems that the 
agency uses. With this information, users can assess the reliability of outputs based on their knowledge of the data’s 
accuracy and any systemic bias that may affect that data.

“On or before September 1, 2024, the Department of Technology shall conduct, in coordination with other interagency 
bodies as it deems appropriate, a comprehensive inventory of all high-risk automated decision systems that … shall 
include a description of all of the following … The categories of data and personal information the automated decision 
system uses to make its decisions.”

State Legislative Examples (continued) 

19

Transparency

https://legiscan.com/CA/text/AB302/id/2814759
https://legiscan.com/CA/text/AB302/id/2814759
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Legislative Landscape

• Of the 26 bills analyzed, four focused at least in part on concerns around 
discrimination and bias. None of the four were enacted.

• Most of these bills mandated that AI tools cannot be biased and/or that the 
outcomes from using an AI tool cannot be biased. Generally, these bills:

• Specifically pertained to bias against a demographic group or 
protected class

• Did not provide methods or frameworks to help regulated entities 
comply with the law

• The exception was California SB 892 (vetoed 2024), which pertained to AI 
tool adoption by state agencies and required that the California Department 
of Technology create a method.

• Did not specify to what the AI tool was to be compared or what allowances 
may be acceptable.

Bias has different definitions across fields, so 

laws need to precisely define what is being 
prohibited.

• Cultural/Colloquial Bias: an unfair favoring 
or preference either for or against an 
individual or group

• Scientific/Statistical Bias: “deviation of the 
expected value of a statistical estimate from 

the quantity it estimates" (Merriam-Webster)

Key Definitions

Combatting Bias

20

• Bias using this definition is 

impossible to eliminate

https://legiscan.com/CA/text/SB892/id/3020088
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Considerations 

• Addressing bias in AI is critical. Bills need to be specific in defining bias and the 
protected subpopulations, clearly identify the range of tool types that will be subject 
to the requirements, and set realistic requirements and compliance timetables.

• Health care already grapples with systemic bias and unequal health outcomes across 
populations.

• Bills should be specific as to whether AI tools need to be less biased than typical 
care or whether bias is determined solely on tool performance differences 
between subgroups.

• In general, bills specify bias against historically marginalized groups. 

• However, AI tools become biased because the data used to train the tools differ 
in important ways.  Sometimes these differences are a result of conscious or 
unconscious bias against historically marginalized groups. But data differences 
also occur based on access to care (e.g., geographic regions, insurance status), 
workflows, electronic health record types, and other factors. 

• Within the AI space, the term “generalizability” is used to discuss performance 
differences between this wider range of subpopulations.

Scenario Analysis: 
Balancing Incremental Progress 

vs. Absolute Equity

Scenario: An AI tool is developed 
that cuts the maternal mortality 
equity gap in half, yet a significant 
gap remains. 

Under some currently proposed 
laws, this tool might be illegal.  

Potential Solution: If a tool 
demonstrates a measurable 
improvement over the human-led 
baseline, it could be eligible for a 
conditional safe harbor.

Combatting Bias

21
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Considerations (continued) 
Combatting Bias

22

• Less sophisticated clinical tools, such as surgical risk calculators and kidney function estimators, have been widely used for 
decades.

• These tools may or may not meet a given definition of “AI.” 

• Many of these tools are built from human analysis of the same biased data that causes bias in machine-learning tools 
and would therefore have similar risks.

• Increasing the number of subpopulations of concern or expanding the types of tools that need to be monitored for each 
subpopulation will greatly increase the time and resources needed for compliance. 

• Some less-resourced health systems may choose to address other priorities rather than deploy novel AI tools, which 
could exacerbate inequities over time. 

• Policymakers should work to ensure that compliance can be achieved with reasonable expense and burden.

• Provide less-resourced or risk-adverse regulated entities with clear methods for compliance to help manage disparities 
in AI uptake.

• Consider implementing stepwise approaches, such as initially prioritizing higher-risk tools or providing assistance for 
some regulated entities.

• Maintain flexibility to account for new methods and emerging infrastructure.

• Place responsibility and liability for monitoring and mitigating bias on the stakeholder most able to effect change (e.g., 
developer, deployer, user) rather than deferring to existing state agencies or regulatory authorities. 
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Federal Rulemaking Example 

2022 2024

The US Department of Health and Human Services’ Office of 

Civil Rights (OCR) proposed a rule that “a covered entity must 
not discriminate against any individual on the basis of race, 
color, national origin, sex, age, or disability through the use of 

clinical algorithms in its decision-making” (based on Section 
1557 of the Affordable Care Act). Some of the concerns 
stakeholders expressed included:

• Broad Scope: “Clinical algorithms” were defined 
expansively — from paper-based decision trees to advanced 

machine learning and AI tools.

• Field Concern: The combination of wide applicability, 

unclear compliance pathways, and limited AI expertise 
risked causing under-resourced providers to retreat from AI 
adoption and creating an “AI divide.”

The final rule maintained that covered entities must not discriminate but 

included language requiring covered entities make a “reasonable effort” 
to identify and mitigate bias that could result from the use of patient care 
decision support tools. The rule also had:

• Greater Clarity: OCR specified covered-entity responsibilities, 
emphasized case-by-case enforcement, and detailed how compliance 

would be assessed during investigations.

• Resource Sensitivity: Compliance expectations account for 

organizational size and capacity, allowing flexibility as bias-testing 
and monitoring best practices continue to mature.

• Governance Incentive: The rule explicitly evaluates whether entities 
have formal processes for assessing decision support tools, 
effectively encouraging AI governance structures.

This is an example of how one federal agency modified a regulatory requirement so compliance could be achieved with reasonable 
expense and burden, but maintained flexibility to increase expectations over time.

Combatting Bias

23

https://www.federalregister.gov/documents/2024/05/06/2024-08711/nondiscrimination-in-health-programs-and-activities
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• Consistent, clear definitions enable more rapid innovation and implementation.

• California's AI-related definitions are generally clear and consistent across different bills.

o For example, California defines a foundation model as “an artificial intelligence model that is trained on a broad data set, 
designed for generality of output, and adaptable to a wide range of distinctive tasks.” (California SB 53, 2025)

o Notice this definition is not limited to large language models. Some foundation models meant for clinical and research use 
are trained with genomic data, electrocardiogram (ECG) sensor data, or other health-specific data.

• Definitions determine what types of AI tools are subject to the enacted legislation, so it is critical to use careful language to limit 
the scope to only the intended types of tools.

• A recent failed New Hampshire bill (New Hampshire HB 1725, 2026) used the following definition, which explicitly excludes 
certain types of common, less sophisticated tools:

• Artificial Intelligence: “any machine-based system that, through machine learning, neural networks, or other 
adaptive algorithmic techniques, is capable of learning from data, improving performance, or making autonomous 
decisions or predictions. This term excludes classical statistical tools, rule-based expert systems, deterministic 
algorithms, and control systems without adaptive or autonomous features."

• Explicit exclusions clarify the scope of the law but can inadvertently overlook certain types of AI tools. For example, all AI-
enabled medical devices authorized by the Food and Drug Administration (FDA) currently utilize “locked” algorithmic 
models, meaning the model was built through machine learning but then modified to prevent any continued adaptations 
to allow for reliable testing. But by excluding “deterministic algorithms,” the New Hampshire definition may not apply to 
these types of medical devices. 

24

The Importance of Definitions

Other Considerations

https://leginfo.legislature.ca.gov/faces/billTextClient.xhtml?bill_id=202520260SB53
https://leginfo.legislature.ca.gov/faces/billTextClient.xhtml?bill_id=202520260SB53
https://www.billtrack50.com/billdetail/1917820
https://www.fda.gov/science-research/artificial-intelligence-and-medical-products/fda-digital-health-and-artificial-intelligence-glossary-educational-resource#l
https://www.fda.gov/science-research/artificial-intelligence-and-medical-products/fda-digital-health-and-artificial-intelligence-glossary-educational-resource#l
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Balancing Innovation & Regulation

Other Considerations

• Regulation is commonly regarded as stifling innovation, particularly for small start-ups. 
However, health technology paints a more complicated picture.

• Recent federal deregulatory actions center on developer requirements, moving initial risk to 
deployers.

• In the absence of clear policies, courts will ultimately decide where liability falls. This 
adds uncertainty, which hinders investment in new AI companies.

• The combination of deregulation and the growing number of health AI tools means that 
deployers are faced with too many options, not enough information, and no trusted “stamp 
of approval” to rely on for decision-making. 

• This may push deployers towards large, well-established companies with more 
reputational risk, more resources, and more experience in health care — even if start-
ups offer better solutions.  

• Deployers may also be concerned about the viability of small start-ups. 

• The initial benefits of deregulation therefore need to be balanced carefully against these 
purchaser considerations to determine if the risks of deregulation are worth the likely benefit. 
This balance will vary for different use cases based on risk to patients and other factors. 
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Key Takeaways

1. Set the stage for success. Most bills that regulate health AI focus on risk management and risk mitigation, including 
disclosure, transparency, and bias detection requirements. When possible, bills should allow space for developers and 
deployers to use flexible, risk-based approaches to these requirements, as AI health tools vary widely in functionality and 
patient safety concerns. Legislation can incentivize the use of risk management best practices with safe harbor 
opportunities, which may also encourage equitable deployment of AI across health systems. 

2. Reduce confusion and compliance cost. Carefully defining and aligning key terms, such as “artificial intelligence,” 
“foundation model,” and “chatbot,” across California state laws clarifies scoping (i.e., which products which laws apply to), 
making compliance easier for small businesses and start-ups. Harmonizing these terms and, when possible, overall bill 
language with other states could also reduce national concerns about patchwork regulations that overlap and conflict 
across different states.

3. Incentivize innovation through a nuanced regulatory approach. This includes clear liability frameworks, accountability 
that aligns with the entities best positioned to drive change, transparency requirements that balance competition, and 
state investments that focus on transformational impact.
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